


was similarly rendered by the binocular pair in Fig. 1H. There is
an obvious problem with this design: if the task is to decide be-
tween near and far, it can be performed monocularly [compare
the image for one eye (e.g., left) between Fig. 1G and Fig. 1H).
To ensure that the task required binocular integration, we asked
observers to report the depth of the target bar indirectly through
comparison with two strips located above and below the target
bar (Fig. 1 A and B). Materials and Methods has a detailed ex-
planation of how the enforcement of binocular integration was
achieved by this design.

First-Order (Linear) Perceptual Filters. Because each target bar was
flashed only briefly and because the target region of the stimulus
did not vary across its vertical extent, we can represent the stimuli
in Fig. 1H using the spatiotemporal diagrams shown in Fig. 1I,
where the target bar is indicated by a bright pixel occurring at
a specific spatial position (x axis) and specific time (y axis). Using
established protocols (9–11), we perturbed this spatiotemporal
region using an additive Gaussian noise source (Fig. 1 J and K)
and applied psychophysical reverse correlation to the resulting
spatiotemporal probes (Materials and Methods). This procedure
allowed us to retrieve monocular perceptual filters for detecting
a near vs. far bar within the context of a binocular task, and
examples are shown in Fig. 2A and B. As expected, the perceptual
filters show positive modulations at the near-target spatiotem-
poral locations (red) and negative modulations at the far-target
locations (blue).
Because the task was binocular, we were interested in deriving

an analogous spatiotemporal descriptor for the binocular process.
First, we computed a binocular interaction map for each frame

of the stimulus; there were seven frames (each lasting 57 ms)
resulting in the seven interaction maps shown in Fig. 2 C–I. Each
interaction map consists of the product filter between the spatial
profile in one eye at a given time point (one is indicated by the
cyan dashed outline in Fig. 2A) and the corresponding spatial
profile from the other eye (indicated by the magenta dashed
outline in Fig. 2B); the intensity of the map reflects whether the
noisy perturbations delivered to each location in one eye covaried
positively (bright pixels) or negatively (dark pixels) with the per-
turbations delivered to the other eye for all possible combinations
of different spatial locations between the two eyes (Materials and
Methods). A very similar analysis has been previously used to
characterize the binocular properties of single neurons in cat
visual cortex (8). Although it is not readily apparent from the
individual interaction maps corresponding to different time
points shown in Fig. 2C–I, these maps do contain structure, which
is shown more effectively by the time average in Fig. 2J. This map
shows a clear oriented modulation resembling a Gabor wavelet
tilted by 45°, with positive (red) and negative (blue) lobes flanking
the main diagonal; a remarkably similar structure is observed in
binocular single neurons (figure 1 in ref. 8).
To reduce the dimensionality of the data shown in Fig. 2 and

make them comparable between monocular and binocular data-
sets, we make two observations. (i) Data for the two eyes (Fig. 2 A
and B) are very similar except for obvious differences in sym-
metry, and therefore, they can be combined into one map by
subtracting B from A (Fig. S1 has additional analyses supporting
this statement). (ii) The binocular structure of each interaction
map (Fig. 2J) varies along one diagonal but not the other (com-
pare white and yellow traces), and therefore, this structure is well-
represented by a diagonal marginal average (white solid trace in
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Fig. 1. Stimulus and task. A shows one frame of the stimulus from the
entire monitor; the region relevant to the task is magnified in B. This region
contained a top random dot stereogram (RDS; red), a bottom RDS (blue),
and two RDSs in the middle (green) separated by a gap. The dynamic noise
probe appeared within a 1.5° × 1.5° region centered on this gap (indicated
by the magenta dashed outline) and was superimposed onto the target bar
(bright vertical bar shown in B). C portrays a side view of B to clarify the
depth arrangement of the different regions; the target bar is indicated by
the black segment. C–F display all four possible configurations for the
stimulus; observers were asked to report whether the target bar was at the
same depth as the top or bottom RDS (two-way choice). Materials and
Methods has an explanation as to why this design enforces binocular pro-
cessing. The two possible configurations for the target bar (i.e., far and near)
were rendered by fixed monocular images shown in G and H, respectively.
Because the target bar only lasted one stereo frame, it can be represented by
two monocular bright pixels embedded within spatiotemporal regions,
which is shown in I. This is the spatiotemporal representation adopted
throughout the remaining figures. We added spatiotemporal noise to the
two images in I, resulting in the two monocular probes shown in J and K. The
stimulus was preceded and followed by a Nonius marker (L) in the form of
a binocular square containing unpaired monocular vertical and horizontal
segments (compare images for the two eyes).
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Fig. 2. Monocular filters and binocular interaction matrix (aggregate ob-
server; >60,000 trials). A and B show monocular filters obtained by applying
psychophysical reverse correlation to the noise probe pictured in Fig. 1 J and
K. We computed a binocular interaction matrix for each stereo frame of the
stimulus (Materials and Methods); for example, the binocular interaction
matrix in C corresponds to the monocular spatial profiles indicated by cyan
and magenta dashed outlines in A and B. J shows the (time) average across
C–I. The yellow line shows the marginal average across the diagonal axis
orthogonal to it; similarly, the white line refers to the other diagonal di-
mension [which defines isodisparity points (8)]. All surfaces plot Z scores
(colored for |Z| > 2). Contour levels (red for positive and blue for negative)
correspond to interpolated and denoised (using Matlab wiener2 function)
images of the filter (introduced to aid visualization of surface structure).

2 of 6 | www.pnas.org/cgi/doi/10.1073/pnas.1101246108 Neri



Fig. 2J and Fig. S2 has additional analyses supporting this state-
ment). Fig. 3A shows the result of combining filters from the two
eyes and also exploiting spatial symmetry around the center. Fig.
3C shows the result of collapsing binocular interaction maps into
1D marginals with one marginal per frame: each row of pixels in
Fig. 3C shows the diagonal marginal (equivalent to the solid white
trace in Fig. 2J) corresponding to the binocular interaction map
for a given frame. For example, the top row shows the diagonal
marginal corresponding to Fig. 2C, the second row shows the
diagonal marginal corresponding to Fig. 2D, and so on for the
remaining rows (corresponding to Fig. 2 E–I). Notice in this re-
spect that the x axis in Fig. 3C can be interpreted to represent
retinal disparity (8).
Fig. 3 A and C offers a compact representation of both mon-

ocular and binocular data in a similar format; neither shows ob-
vious alterations in spatial scale across time. The monocular filter
peaks sharply in concomitance with target appearance (0 ms),
whereas the binocular filter modulates over a more extended time
window; aside of this temporal modulation of overall amplitude,
there is no clear evidence of any change in their spatial profile over
time. Fig. 3A is, therefore, consistent with previous studies (7),
whereas Fig. 3C extends those results to the binocular domain.

Second-Order (Nonlinear) Perceptual Filters. Previous work has
shown that the characterization of various perceptual processes
can be augmented by studying how the second-order statistical
properties of the noise source affect psychophysical choice (10),
thus enhancing the description afforded by first-order statistics
alone. Fig. 3B shows an example of this analysis: instead of
computing the perceptual filter using the mean of the classified
noise, this image was obtained by relying on the variance of the
noise fields. Fig. 3D shows the outcome of performing a similar
computation for the binocular data (Materials and Methods).
Both images display obvious structure, offering the opportunity
to gain more insight into the underlying neural process than that
afforded by first-order analysis alone (Fig. 3 A and C). More
specifically, there are two noteworthy aspects of these images
that set them apart from their first-order counterparts. (i) At
least for the monocular data and possibly for the binocular data
as well (Quantitative Analysis), the second-order filters display
modulations within an earlier time window than first-order filters.

(ii) Both monocular and binocular second-order filters display
a much coarser spatial structure than the first-order filters in that
their modulations spread more broadly across space. The latter
feature can be appreciated more readily by plotting marginal
averages over time for both first-order (yellow) and second-order
(green) filters (1D traces above Fig. 3B and below Fig. 3D); both
conform to odd Gabor functions, but the second-order carrier
frequency is lower than the first-order frequency.

Quantitative Analysis. It is necessary to confirm that the qualitative
observations that we have made so far are quantitatively robust
and borne out by individual observer analysis as opposed to cur-
sory evaluation of aggregate data [the dataset shown in Figs. 2 and
3 was pooled from all trials across all observers (i.e., it refers to
a hypothetical aggregate observer)]. Because we found some
variability across observers (which is normal), it is difficult to draw
conclusions from simply inspecting individual filters (Fig. S3). We
therefore performed additional analyses that captured relevant
aspects of both first- and second-order filters and quantified each
aspect using a single value for each observer. The data could then
be subjected to simple population statistics in the form of paired
two-tailed t tests, confirming or rejecting specific hypotheses about
the overall shape of the filters. Our conclusions are therefore
based on individual observer data and not on the aggregate ob-
server (which is used solely for visualization purposes). This dis-
tinction is important, because there is no generally accepted
procedure for generating an average filter from individual images
for different observers.
Fig. 4 plots three different metrics of particular interest for

first-order filters on the x axis vs. second-order filters on the
y axis. The first metric (Fig. 4A) consists of a simple centroid
estimation over time; it returns an estimate of the time point
where most filter modulations occur. The monocular data show
a clear effect, whereby the second-order filters modulate before
the first-order filters (solid symbols fall below the diagonal unity
line at P < 0.03 on a paired t test). The average asynchrony
(centroid difference) was ~60 ms (when measured in relation to
time of peak modulation, it was ~80 ms).
A closely related result is shown by the second metric (Fig.

4B), which consists of the log ratio between the energy of the
filter after target occurrence (late) and the energy before target
occurrence (early); this metric is zero for filters that modulate
near target occurrence, negative for filters that modulate pri-
marily before target occurrence, and positive for filters that
modulate after target occurrence. Results from this analysis for
the monocular data are consistent with those obtained using
centroid analysis (compare solid symbols between Fig. 4A and
Fig. 4B); more specifically, the late/early ratio is significantly
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Fig. 3. Compact representation of the entire filter set (aggregate observer).
A and C show first-order filters, and B and D show second-order filters; A and
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conventions are as in Fig. 2 (the monocular filters are plotted to the top Z-
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Gabor functions. Data points below D show the same averages for binocular
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greater for first- than second-order filters (solid symbols fall
below the unity line at P < 0.02).
The binocular data showed similar effects (compare open with

solid symbols); second-order filters modulate before first-order
filters, which was assessed by both time centroid (open symbols
in Fig. 4A fall below the unity line at P < 0.04) and late/early
ratio (open symbols in Fig. 4B fall below the unity line at P <
0.002). In line with previous reports (12), we conclude that the
linear (first-order) and nonlinear (second-order) components of
the relevant process operate in an asynchronous fashion.
The third metric (Fig. 4C) was adopted to gauge potential

differences in spatial tuning. For each filter, we obtained a mar-
ginal average over time (green/yellow traces in Fig. 3), computed
its power spectrum, and calculated the spectrum centroid
(Materials and Methods). The resulting estimate provides an in-
dication of which spatial frequency region is preferentially rep-
resented by the filter structure. Monocular second-order filters
are characterized by lower spatial frequencies than first-order
filters (solid symbols fall below the unity line at P < 0.03), and
a similar result applies to binocular filters (open symbols fall
below the unity line at P < 0.003). On average, monocular cent-
roids shifted by 0.8 ± 0.6 octave from second to first order, which
is in excellent agreement with the 0.6 ± 0.7-octave shift reported
for single neurons (4). The shift was slightly larger for the bin-
ocular data at 1.1 ± 0.5, which was also well within the shift range
reported for binocular complex cells (8). We conclude from this
analysis that the spatial structure of second-order filters is coarser
than the structure of first-order filters. When combined with the
temporal results detailed in the previous paragraph, these find-
ings can be summarized by the notion that two separate processes
with different characteristics were operating in the human ob-
server: an early coarse nonlinear process followed by (after a de-
lay of 50–100 ms) a linear process with finer spatial tuning.

Modeling. Computational models can be useful for interpreting
perceptual filters like those shown in Fig. 3. We have simulated
three models of particular interest and relevance to the present
discussion. The diagram in Fig. 5A outlines a template-matching
model corresponding to the ideal observer (13). The two images
delivered to the eyes are matched against near-target monocular
signals to generate a near-target output; the same process is
repeated for a far-target template (Materials and Methods), and
the difference is used as the decision variable (if more than zero
respond near or if less than zero respond far). As expected, this
linear template matcher returns a monocular first-order filter
(Fig. 5B) that corresponds to the difference between near and far
targets. It does not return a binocular filter (Fig. 5D), and it does
not return second-order filters (Fig. 5 C and E).
Although useful as a simple benchmark reference, the template

matcher model is implausible, because it does not perform con-
volution over time; this would translate into a human observer
being able to pick out stimulus information only from the single
frame corresponding to the target, which is unlikely. A more
plausible implementation involves space–time convolution (10,
14), which is shown in Fig. 5F; in addition, this model combines
outputs from the two eyes through squaring, thus implementing
a standard stereo energy model (15). As shown in Fig. 5I, this
well-established model of binocular combination returns a bin-
ocular first-order filter; it is also able to replicate the peaked
structure of the monocular first-order filter (Fig. 5G) despite in-
volving front-end convolution, a nontrivial result. Notice, how-
ever, that it fails to return second-order filters (Fig. 5 H and J;
additional analysis relating to the role of binocularly correlated/
anticorrelated signals is shown in Fig. S4).
To rectify this discrepancy with the empirical results, we added

a nonlinear component to the model, which is shown in Fig. 5K.
Each monocular stimulus is further convolved with a spatially
coarse front-end filter (green outline); the energy of this filter is

used to modulate the output of the original linear filter by divisive
normalization (16) after a delay of ~100 ms (Materials and Meth-
ods). As shown in Fig. 5 L–O, this simple model is able to capture
most of the features observed experimentally (at least qualita-
tively). More specifically, the model is able to capture both the
asynchrony between first- and second-order filters and their dif-
ference in spatial tuning. The latter result required the intro-
duction of the spatially coarse filter in Fig. 5K; we attempted
to replicate broader spatial tuning for the second-order filters
using model components that did not differ in spatial tuning, but
we failed. We conclude from the modeling section that the two-
process interpretation that we offered earlier based on filter
inspection is sensible in terms of potentially underlying neural
circuitry.

Discussion
Even if we assume that the relationship between single neurons
and behavior is relatively straightforward, this does not imply that
behavioral first-order filters obtained using psychophysical re-
verse correlation should reflect the temporal dynamics of the
underlying neuronal filters in an equally straightforward manner.
As mentioned in Results, a plausible implementation of visual
detection involves spatiotemporal convolution of the underlying
filter with the input stimulus (14); if the human observer reads out
the summed output of this convolution, then the corresponding
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Fig. 5. Three different models of increasing complexity. The model in A in-
volved template-matching (•) with ideal front-end templates (yellow out-
lines). The model in F replaced template-matching with convolution (*) and
combined outputs from the two eyes nonlinearly (disparity energy model).
The model in K was similar to the one in F but with an added monocular
component (acting before binocular combination) consisting of squared
convolution with a coarse template (green outline); the output of this oper-
ation was delayed (τ) and then used to control the gain (by divisive normal-
ization; ÷) of the output from the convolution with the finer template (red
symbols). B–E show filters obtained by challenging the model in A with the
same stimuli used during the experiments; the filters are arranged as in Fig. 3.
G–J refer to themodel in F, and L–O refer to themodel inK. Filtermodulations
show simulated Z scores by plotting the ratio between mean and SD across
model iterations; to expose consistent structure induced by the models more
effectively, we only plot filter modulations (bright for positive and dark for
negative) that exceeded 2 SDs (details in Materials and Methods).
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first-order perceptual filter is an extensively blurred image of the
underlying neuronal filter (10) from which it would be pro-
hibitively difficult to expose any temporal dynamics. Even if the
read out process is nonlinear (e.g., maximum operation across
time), it is not obvious that the underlying front-end filter func-
tion can be exposed effectively (10), particularly when the target
signal is temporally extended (7, 14).
For the above-mentioned reasons, our experimental design

adopted a target signal that was restricted to a brief period within
the noise probe (Fig. 1I) in an effort to maximize our ability to
resolve the dynamics of the underlying filter. We also restricted
the dimensionality of the noise probe to one spatial dimension
(rather than two) to increase the reliability of our measurements.
Our simulations indicate that the presence of a nonlinear bin-
ocular integration stage leads to temporally localized monocular
first-order filters (Fig. 5G), possibly contributing an additional
factor that may have increased the opportunity for resolving
significant dynamic changes. By combining the design choices
just detailed with second-order analysis of the perceptual system
(12, 10), we were able to expose a clear coarse to fine structure
consisting of two processes occurring in temporal succession
(one coarse and one fine).
We emphasize that our results are fully consistent with the

results of Mareschal et al. (7) in the sense that our first-order
analysis, like their analysis, did not expose any dynamic change in
the preferred spatial frequency of the perceptual filter. Further-
more, it is not clear that our results contradict their overall con-
clusions. It is certainly the case that we report the presence of
coarse to fine behavioral signatures, whereas Mareschal et al. (7)
did not, but it is less clear how the combined linear–nonlinear
structure that we exposed here may relate to the response prop-
erties of individual neurons as measured by existing electro-
physiological studies: single neurons display dynamic tuning in
relation to their first-order filters (4, 5, 8) and not a combined
first-order plus second-order representation (or at least, there is
no evidence in relation to the latter possibility). In other words, it
is not clear that, if we were to insert an electrode into the circuit in
Fig. 5K, the resulting measurements would conform to the
measurements reported in the electrophysiological literature
(Fig. S5 has a closer examination of this issue and examples of
when similarities may or may not be expected).
The question of whether the specific coarse to fine dynamic

properties reported for single neurons are somehow related to
the specific coarse to fine properties reported for behavior here
is, therefore, still open (7). Based on the results detailed here, we
can state that human pattern vision, similar to individual neurons
in visual cortex (8), is characterized by a coarse to fine archi-
tecture at the functional level. Whether and how this behavioral
architecture may be related to the physiological properties of
single neurons are questions that will require further investi-
gation, possibly using more invasive techniques (e.g., awake be-
having monkey electrophysiology combined with psychophysical
reverse correlation) (17).

Materials and Methods
Stimulus and Task. The overall stimulus extended horizontally to the entire
width of the monitor, which subtended 40° at the adopted viewing distance
of 57 cm (Fig. 1A); the stimulus vertical extent was 10°. For descriptive pur-
poses, it can be subdivided into three horizontal strips: a top strip that is 4.25°
high (Fig. 1 B–F, red), a middle strip that is 1.5° high (green), and a bottom
strip that is 4.25° high (blue). Top and bottom strips consisted entirely of
random dot stereograms (RDSs; i.e., devoid of monocular cues to their depth);
RDSs were generated by assigning random luminance values (from a uniform
distribution spanning 0–70 cd/m2) to pixels 9 × 9 arcmin in size. The middle
strip also consisted of an RDS always at zero disparity, but as shown Fig. 1B, its
central 3° region was interrupted to allow for insertion of a bright vertical
target bar that could appear at either a near or far disparity of 9 arcmin (bar
height was 1.5° and width was 9 arcmin). Observers were required to de-
termine whether the target bar was near or far; however, this was not the

judgment that they were asked to report. The reason for avoiding a simple
near/far judgment was that the disparity of the target bar, whether near or
far, was rendered by fixed monocular images shown in Fig. 1 G and H (for far
and near, respectively); fixed monocular signals were necessary, because our
goal was to accurately map the monocular filters in addition to the binocular
ones. This requirement introduced monocular signals for performing a near/
far judgment: observers would have been in a position to discriminate near
from far targets using only one eye (compare the two images for one eye in
Fig. 1G with Fig. 1H and notice that they differ). To make this strategy in-
effective, we asked observers to express a judgment based on a comparison
between the depth of the target bar and the depth of the top and bottom
strips. These two strips always appeared at opposite depth from fixation (i.e.,
one near and one far), and either configuration (top strip near together with
bottom strip far or top strip far together with bottom strip near) was ran-
domly selected on each trial. When the depth of the target bar is taken into
account, this protocol leads to the four possible stimulus configurations
shown in Fig. 1 C–F. Observers were asked to report whether the depth of the
target bar matched the depth of the top or bottom strip. This top/bottom
task requires that the depth of at least one of those two strips is determined;
failing that, performance must be at chance. Because the two strips were
devoid of monocular cues, the task could not be performed monocularly:
even if observers could potentially determine the depth of the target bar
using only one eye, one eye would not be sufficient to determine the depth
of the reference strips. Because the percentage of correct responses gener-
ated by the observers that we tested was consistently above chance (73% ±
6%; mean ± SD across observers), they could not be performing the task
monocularly. Additional evidence that observers relied on both eyes to pro-
cess the target stimulus is provided in Fig. S1. We found that not all observers
could perform the above-detailed task, and therefore, we were forced to
exclude from the data collection 5 of 11 observers that we had preliminarily
tested (we retained six observers); the criterion for exclusion was rigorous
(details in SI Materials and Methods). All observers were naive to the purpose
and methodology of the study but had prior experience in performing psy-
chophysical tasks (although not involving stereoscopic stimuli); they were
paid 9 British pounds per hour. Blocks consisted of 100 trials, and observers
received feedback (correct/incorrect) after each trial. We collected 10,100 ±
3,000 trials per observer.

Spatiotemporal Probe. Each stereo frame lasted 57 ms and was rendered by
eight refresh frames at 140Hz; these eight frameswere sent alternately to the
two eyes (the refresh rate per eye was, therefore, 70 Hz) using ferroelectric
stereo goggles (Cambridge Research Systems) so that each eye received four
identical frames per stereo frame. The target bar only lasted one stereo frame
and was embedded within a spatiotemporal noise probe lasting seven stereo
frames (total of 400 ms) and consisting of 10 vertical bars (Fig. 1 J and K). We
adopted a Gaussian noise source of SD = 2.6 cd/m2 except for observers S3 and
S6, who required that the intensity be reduced to 1.7 cd/m2 to ensure that the
stimulus would not exceed the operating range of the monitor (background
luminance was 35 cd/m2). The intensity of the target bar was adjusted in-
dividually for each observer to yield threshold performance, resulting in
monocular luminance values for the target bar of 18 ± 6 cd/m2 across
observers. Each noise probe was generated independently on each trial for
each eye. Immediately before and after the appearance of the probe,
observers were asked to maintain fused fixation on a Nonius marker (Fig. 1L)
that remained on the screen all the time except for the 400 ms during which
the probe was shown. The top and bottom RDS strips only appeared in
concomitance with the probe, whereas the middle RDS strip was always
present to aid stable fusion.

Derivation of Perceptual Filters. We use ne
½q;z� to denote the spatiotemporal

noise sample associated with a far- (q = 0) or near-target (q = 1) stimulus and
an incorrect (z = 0) or correct (z = 1) response by the observer delivered to
either the left (e = 0) or right (e = 1) eye. Each element of a given sample is
indexed by n(xi, tj) (i.e., the intensity of the corresponding bar at spatial
location xi and temporal location tj). We estimated monocular first-order
filters as pe

1 ¼ Æne
½1;1�æþ Æne

½0;0�æ− Æne
½1;0�æ− Æne

½0;1�æ, where 〈〉 is average across tri-
als of the indexed type (11), and monocular second-order filters as
pe
2 ¼ varðne

½1;1�Þ þ varðne
½0;0�Þ− varðne

½1;0�Þ− varðne
½0;1�Þ, where var() is variance

across trials (10). In Fig. 3 A and B, we plot p1 and p2 (average of two eyes)
where p1 ¼ p0

1 −p1
1 (same for p2). To increase statistical power for all

filter estimates, we also exploited the evident (and expected) odd
symmetry across space: p ¼ p−p

↔
, where p

↔
is p after flipping the dimen-

sion of space (p
↔ðxi ; tjÞ ¼ pð− xi ; tjÞ). To compute binocular filters, we

first mapped n0
½q;z� and n1

½q;z� into their space–space outer product

N½q;z�ðxi ; xj ; tkÞ ¼ n0
½q;z�ðxi ; tkÞ×n1

½q;z�ðxj ; tkÞ (i.e., for each time point, we com-
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puted the outer product matrix between the noise trace for the left eye and
the noise trace for the right eye) (Fig. 2 C–I). We then computed the full
first- and second-order binocular filters P∗1 and P∗2 using the same equations
used for pe

1 and pe
2, except that we substituted N[q,z] for ne

½q;z�. The P* filters

are 3D; we reduced their dimensionality by taking diagonal averages across
the two dimensions of space (white solid trace in Fig. 2J), an operation
equivalent to collapsing these two dimensions into the one dimension of
disparity (8). The resulting p∗

1 and p∗
2 filters were 2D and directly compa-

rable with p1 and p2 (Fig. 3).

Scalar Metrics. The time centroid was computed as t•m
∼
, where t is the vector

of time points (seven values from −200 to 200 ms), m
∼

is the normalized
squared marginal of the filter across space, and • is the inner product. ~m is
treated above as a probability distribution over time and was computed as
follows: from each filter p, we derived a 1D temporal profile by first
inverting the sign of all values to one side of the zero space point (e.g., for
the filter in Fig. 3A, this would be the left half) and then averaging across
the dimension of space; to ensure that all values were positive (necessary to
treat as distribution), we squared each value of the resulting vector and
normalized to a sum of one. The late/early log energy ratio was log[ρ(plate)/
ρ(pearly)], where ρ() is rms and plate is the portion of the filter corresponding
to time values > 0, whereas pearly is the portion corresponding to time values
< 0. The spatial frequency centroid was obtained by first extracting the
marginal average across time for each filter; from the resulting 1D vector,
we computed the power spectrum and applied the same centroid calcula-
tion detailed earlier (i.e., f• bm, where f is the vector of sampled spatial fre-
quencies and bm was obtained by simply normalizing the power spectrum to
a sum of one without prior squaring, which was not necessary because the
spectrum is already positive).

Models. All models conformed to the neuron–antineuron scheme (18). The
stimulus was processed separately by a near- and a far-preferring unit. The
output of the latter was subtracted from the output of the former; if this
difference was greater than zero, the model would respond near, and oth-
erwise, it would respond far. For each model, we describe only the near-

preferring unit; the far-preferring unit was the same except that it involved
far filters instead of near ones. For the model in Fig. 5A, the two input stimuli
s0 and s1 (containing both target and noise) delivered to the two eyes were
template-matched to the two monocular images h0 and h1 corresponding
to the near target (indicated by yellow outlines in Fig. 5A) (i.e., the output of
the near-preferring unit was simply s0 • h0 + s1 • h1). For the stimuli we used,
this is an ideal detection strategy (13). For the model in Fig. 5F, the near-
preferring unit responded by summing over space and time the spatiotem-
poral matrix resulting from (s0 * h0 + s1 * h1)2, where * is spatiotemporal
convolution; this model is closely related to the disparity energy model (15).
For the model in Fig. 5K, the input to each eye was convolved not only with
the filter h but also with a spatially and temporally broader filter g (indicated
by the green outline in Fig. 5K); importantly, the output of this convolution
was squared, thus introducing an early second-order nonlinearity before
binocular combination. The output of this squared convolution was delayed
by two stereo frames (114 ms) and used to modulate the output of the
convolution with h through divisive normalization (indicated by red symbols
in Fig. 5K). The output for the left eye can therefore bewritten as (s0 * h0)/[k +
|(s0 * g0)2|τ], where k was a constant set to 30% of the average output from
the term added to it within brackets; except for the temporal delay [indicated
by | . |τ (e.g., |p(xi, tj)|τ = p(xi, tj − τ), where τ is the delay value)], this expression
represents a standard implementation of divisive normalization (19). A sim-
ilar expression was applied to the right eye, and the outputs from the two
eyes were then combined just as in the previous model to obtain the output
of the near-preferring unit. These models were challenged with stimuli like
those used in the psychophysical experiments to derive simulated perceptual
filters (Fig. 5). We adjusted target intensity to yield threshold performance;
values were 0.7, 3, and 7 (for the three models, respectively) in units of noise
SD (notice that the value for the thirdmodel is similar to the human threshold
value). We simulated 100 iterations of 50,000 trials each.
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SI Materials and Methods
Observer Selection.We found that not all observers could perform
the task detailed in Materials and Methods, and therefore, we
were forced to exclude some of them. The criterion for exclusion
was rigorous and relied on a preliminary testing session during
which time prospective observers were shown increasingly diffi-
cult versions of the stimulus until its configuration conformed to
the one detailed in Materials and Methods. Their ability to per-
form the task was assessed at each stage, and only observers who
succeeded in performing above chance for all configurations
were retained. More specifically, observers were initially pre-
sented with a stimulus containing all three strips and a target bar
(without any added noise) that remained on the screen all the
time. They were asked to describe the stimulus (i.e., which region
was near, which region was far, and whether the target bar was at
the same depth as the top or bottom plane). After it was so
determined that their stereovision was intact, we presented this
stimulus for a duration of 800 ms over 100 trials and asked them

to perform the task. During this stage, the target bar lasted for
the entire 800 ms. If they performed above chance for two to
three blocks, we reduced stimulus duration to 400 ms and re-
peated testing. If they passed this stage, we reduced the duration
of the target bar to 57 ms (one stereo frame) and repeated
testing. If they passed this stage, we added noise while keeping
the intensity of the target bar well above noise SD. If they passed
this stage, they were retained for the whole study, and we pro-
ceeded to determine their threshold target intensity using a two-
up and one-down staircase procedure. In practice, we found that
observers fell into one of two categories: those who could per-
form the task right away and those who found it virtually im-
possible. The latter group failed to perform above chance in the
early stages of the preliminary session, and therefore, the choice
as to whether a given observer was adequate for the study or not
was invariably straightforward. Using the above criterion, we
were able to retain 6 of 11 observers that we tested.
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Fig. S1. Comparison of monocular filter amplitude between the two eyes. A plots first-order monocular filter signal to noise ratio (SNR) for the left eye on the

x axis vs. the right eye on the y axis (error bars show ±1 SEM). SNR was computed as follows (1, 2): SNRðp1Þ ¼ log½Φðp1Þ
n½1�n½0�

2wðn½1� þ n½0�Þ
�, where n[1] is the number of

correct trials, n[0] is the number of incorrect trials, w is the variance of the external noise source, and Φ is the mean of squares (ΦðAÞ ¼ 1
d
∑i;ja

2
i;j across d elements

ai,j of matrix A). This metric equals zero for a filter containing solely noise. SNR values are significantly greater than zero for both left (points lie to the right of
the vertical dashed line at P < 0.005) and right eyes (points lie above the horizontal dashed line at P < 0.001), and they do not differ between the two eyes
(points lie on the solid unity line at P = 0.53). This lack of intereye SNR difference, however, may simply result from some observers being biased to one eye and
the other observers being biased to the other eye. To address this possibility, B shows that the lack of intereye SNR difference holds for each observer in-
dividually. Error bars show 95% bootstrap intervals for the log ratio between the SNR value on the x axis in A and the value on the y axis; they all span the zero
equality point (horizontal gray line). Different symbols in both A and B refer to different observers. Error bars in A show ±1 SEM.

1. Murray RF, Bennett PJ, Sekuler AB (2002) Optimal methods for calculating classification images: Weighted sums. J Vis 2:79–104.
2. Neri P (2010) Stochastic characterization of small-scale algorithms for human sensory processing. Chaos, 10.1063/1.3524305.
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Fig. S3. Individual observer data. Each quadruplet refers to an individual observer and is plotted using the same conventions adopted for Fig. 3.
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Fig. S2. Both first- and second-order binocular filters show anisotropic structure consistent with stereoscopic processing. A shows the equivalent of Fig. 2J for
the second-order (as opposed to first-order) binocular filter. The oriented structure is similar (compare with Fig. 2J): the filter modulates more along the

positive diagonal (marginal average is shown by white trace) than the negative diagonal (yellow trace). We quantified this anisotropy as log
��

A•B
A•C

�2�
, where

the matrices A, B, and C are shown by the correspondingly labeled panels. This metric equals zero for an isotropic filter and is greater than zero for filters
displaying anisotropic structure consistent with stereoscopic integration of eye signals. D plots this binocular anisotropy index for both first- (x axis) and second-
order (y axis) filters. Both filter orders are significantly positive (data points fall to the right of the vertical dashed line at P < 0.001 and above the horizontal
dashed line at P < 0.02). Interestingly, the two quantities are negatively correlated (r = −0.85, significant at P < 0.05; the gray oval is tilted to align with the
best-fit line and is positioned at center of mass, with parallel to line and orthogonal to line widths equal to SDs of the data across the two axes). Error bars in D
show ±1 SEM; different symbols refer to different observers.
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Fig. S4. Correlated vs. anticorrelated perspective. The distinction between correlated and anticorrelated signals has been motivated by evidence that they are
handled differently at the level of biological binocular systems (1). A, D, G, and J show the equivalent of Fig. 2J, except that they were computed after setting
negative valueswithin the space–space outer productN[q,z] (Materials andMethods) to zero [i.e., only correlated (same sign) pixel pairswere retained for analysis].
B, E, H, and K show results from the same analysis but after setting the positive values to zero [i.e., only anticorrelated (opposite sign) pixel pairs were retained].
C, F, I, and L showmarginal averages equivalent to the white trace in Fig. 2J, black when computed fromA,D,G, and J, and orange when computed from B, E,H,
and K. Shading shows ±1 SEM. A, B, and C show simulated results for the energy model in Fig. 5F. D, E, and F show results for the same energy model but after
replacing thefine-scale convolution filter (indicated by orange outline in Fig. 5F) with a coarser filter; this filter resembled the coarse filter in Fig. 5K (indicated by
the green outline in Fig. 5K) except that it only contained the positive (bright)modulation to ease comparisonwith thefine-scalefilter.G,H, and I show results for
the two-stage model in Fig. 5K with a coarse filter that only contained the positive modulation (to ease comparison with the previous model). J, K, and L show
humandata (aggregate observer). Surface plots fromA to I show simulated Z scores (sameplotting conventions used in Fig. 5). Surfaces in J andK are plotted to the
same conventions as Fig. 2J. The x axis in L can be interpreted to reflect retinal disparity; this panel disregards the temporal evolution of the process (data are
averaged across time). The human data plotted in this panel show that processing of correlated and anticorrelated pixel pairs impacts the system differently
depending on disparity range. For disparities within ~0.25°, the two signal classes impact the system in the manner predicted by the energy model (C); for dis-
parities beyond this range, they have opposite effects, which is contrary to the prediction of the energy model (but accounted for by the two-stage model in I).

1. Cumming BG, Parker AJ (1997) Responses of primary visual cortical neurons to binocular disparity without depth perception. Nature 389:280–283.
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Fig. S5. Simulated results of hypothetical electrophysiological recordings at different sites within the model circuit in Fig. 5K. We only simulate the monocular
circuit. The following minor modifications were necessary to translate the psychophysical simulation into its electrophysiological counterpart. (i) Only noise was
used as stimulus (without any added target signal), which is customary in single-neuron experiments. (ii) Input stimulation was not broken into trials, but
rather, the stimulus consisted of a long stream of spatiotemporal noise (indicated by fading edges of the input noise in the figure), again as customary in
electrophysiological experiments. (iii) The fine-scale filter (immediately below the input noise stimulus in the figure) presented a negative flank adjacent to the
positive peak (rather than the positive peak alone as in Fig. 5K), a more plausible configuration for the receptive field of a single neuron. (iv) Because spatial
frequency (SF) shift effects in single neurons have been measured over a timescale of 20–50 ms (1), it was necessary to increase the temporal resolution of the
simulations to 10 ms (rather than the ~60 ms used in the psychophysical experiments). (v) As a consequence of the increased temporal resolution, it was
necessary to up-sample the convolution filters, which we then rendered as linearly decreasing functions over time (rather than boxcar functions as in Fig. 5K) to
coarsely capture the typical response time course of single neurons. (vi) The output of the circuit was not converted into a binary decision, but rather kept as
a continuous variable time-locked to the stimulus so that we applied reverse correlation using the standard stimulus-triggered average (STA) procedure.
Different colors refer to different recording sites indicated by the electrode icons. The surface plot connected to the electrode line shows the corresponding
STA filter, whereas the plot immediately to the right of the STA surface shows SF centroid value over time for the STA surface, with the solid horizontal line
indicating the value for a filter containing solely noise, the vertical dashed line marking the 30- to 90-ms range (within which most electrophysiological SF shift
effects have been observed), and the shaded region indicating ±1 SD across 200 model iterations (5,000 stimulus time points per iteration). STA filter mod-
ulations show simulated Z scores (similar to plotting conventions used for Fig. 5). The blue recording site monitors the output of the convolution with the fine-
scale filter; the corresponding SF centroid value is initially within noise baseline level, and it increases to a significantly higher SF, and eventually returns to
baseline. The yellow recording site monitors the output of the convolution with the coarse-scale filter (before squaring); the corresponding SF centroid value is
initially within noise baseline level, decreases to a significantly lower SF, and eventually returns to baseline. The magenta recording site monitors the output of
the same stage, but after squaring; the associated STA filter is featureless and SF centroid values remain within baseline. The red recording site monitors the
summed output from the yellow and blue sites; the corresponding SF centroid value is initially within noise baseline level, decreases to a significantly lower SF,
increases to a significantly higher SF, and eventually returns to baseline. This shift from low to high SF values resembles the coarse to fine effect reported for
single neurons (1, 2). A similar result is obtained for the green recording site, which monitors the summed output of the yellow recording site and the output of
the fine-scale convolution (blue recording site) after the application of delayed divisive normalization (τ and ÷). The output of the circuit is monitored by the
black recording site.
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